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ABSTRACT @ OPEN ACCESS

The development of robust artificial intelligence models in healthcare frequently encounters barriers
related to data silos and strict privacy regulations. To address these challenges we introduce
InlabHealth, a collaborative training platform on which researchers and clinical institutions can create,
share, and iterate on machine-learning models. A core feature of the platform is its transparent
training environment, which grants every project participant access to in-progress training states and
to the resulting model weights, so that partner sites can either deploy a chosen checkpoint directly
or seamlessly participate in distributed training rounds using federated learning.

The platform's architecture and practical viability were validated through an international proof-of-
concept. Using InlabHealth, universities in the United States and Brazil asynchronously and
collaboratively trained a three-dimensional pulmonary nodule segmentation model on chest
computed-tomography scans drawn from a publicly available archive partitioned into two disjoint
patient cohorts, one held at each site. This cross-border collaboration demonstrates the platform's
efficacy in fostering decentralised, secure, and continuous medical artificial intelligence development
without requiring direct sharing of sensitive patient data, on top of the heterogeneous hardware that
real-world hospital partnerships typically present.

Our experiment produced a mechanistic finding relevant to medical federated learning. With
independent random initialisations, naive parameter averaging collapsed to a degenerate all-
background predictor (mean Dice zero on all sixty held-out test volumes), because the linear path
between the two site optima crossed a high-loss barrier between different basins of the loss
landscape. This failure is fully explained by the absence of linear mode connectivity. The platform
implements two complementary remedies. A shared-initialisation protocol enforcing a common
starting point recovered the parameter average monotonically with the depth of the shared
initialisation, and a Fisher-weighted merge that reweights each parameter by its empirical curvature
recovers a functional model (mean Dice approximately 0.19) even from inputs that the naive average
destroys. A sequential warm-start protocol that finetunes the partner site's model from the originating
checkpoint reaches a mean Dice of 0.22 on the partner's test volumes — the deployment-realistic
upper bound recommended by this work.

Keywords: federated learning; healthcare artificial intelligence; lung nodule segmentation; model
merging; Fisher information; linear mode connectivity; cross-border collaboration.
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1. Introduction

Medlical artificial intelligence development is rate-limited not by algorithmic ideas but by access to high-
quality, labelled imaging data. Patient records are partitioned across hospitals and jurisdictions, and privacy
regulations such as the Health Insurance Portability and Accountability Act (HIPAA, United States) and the
General Data Protection Regulation (GDPR, European Union) effectively prevent centralising raw images
into a single training set'™. Federated learning was introduced explicitly to lift this constraint by training a
shared model from decentralised data: each site trains locally, and only model parameters — never raw data
— are exchanged with a coordinating aggregator>.

Despite a rich academic literature, productionising federated learning for healthcare still faces three practical
obstacles. First, the dominant aggregator (FedAvg) is implicitly defined for a synchronous, lockstep training
loop in which all clients begin every round from the same global checkpoint — an assumption that real-
world hospital partnerships, with their heterogeneous schedules, hardware, and on-call teams, can rarely
satisfy®’. Second, when this assumption is violated, FedAvg can fail catastrophically and silently: the merged
model is technically loaded but predicts an empty mask everywhere, a failure mode that is invisible to
monitoring dashboards that only track whether the job finished®. Third, most academic federated learning
benchmarks evaluate variants that require stateful client-server protocols (for example, FedNova’ and
SCAFFOLD'™) that are very difficult to deploy under the asynchronous, multi-institutional reality?®.

We address these obstacles by building InlabHealth, a collaborative training platform whose design choices
target deployability rather than benchmark headroom. Concretely, the platform (a) makes federation rounds
asynchronous and one-shot, so a partner site can join or leave the collaboration at any time; (b) enforces a
provenance-checked shared-initialisation protocol that prevents the FedAvg collapse described above; and
(c) provides a curvature-weighted alternative — the Fisher-weighted merge — for cases in which a strict
shared initialisation is not available. To validate these design choices we executed a binational proof-of-
concept on the Lung Image Database Consortium image collection (LIDC-IDRI), training a three-dimensional
lung-nodule segmentation model across two universities with different graphics processing units (GPUs).

The remainder of this article makes the following contributions:

¢ Aplatform-level description of InlabHealth, including the aggregator semantics, the provenance enforcer,
and the artefacts required of each site (Section 3).

¢ A controlled, paper-grade experimental design that varies only the parameter-merge operator and the
parent relationship between the two merged models, holding the rest of the training recipe constant (Section 5).
e Empirical evidence that naive FedAvg collapses on independently-initialised inputs (Dice 0.000 on every
test volume) and a mechanistic explanation in terms of loss-basin geometry (Sections 6.2 and 7).

e Empirical evidence that a Fisher-weighted merge — a simple, data-efficient client-side computation —
recovers a functional segmenter (Dice = 0.19) from the same inputs that destroy naive FedAvg, providing a
deployment-realistic fallback when shared initialisation cannot be enforced (Section 6.4; Figure 3).

2. Background and Related Work

2.1 Federated averaging
Let wy, denote the parameter vector of site k after local training, and let nj denote the number of training
samples at site k. The canonical FedAvg server step” is a sample-weighted parameter average,

wr = Z§=1%Wk (1)

The crucial implicit assumption is that all wy, are reached by local stochastic gradient descent starting from
a common initialisation wét) at round t, and that local training is short enough that the wy remain in the
same loss basin. When this assumption holds, averaging in weight space approximates averaging in function

space and yields a near-Pareto-optimal model.
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2.2 Loss basins and linear mode connectivity

The loss landscape L(w) of a deep network is highly non-convex and contains many disconnected basins of
low loss that are equivalent under permutation symmetries of the network neurons. Two networks A* and
B* are linearly mode-connected (LMC) if the linear segment between them stays in a low-loss region,

tem[f)l,)f]l'((l —t)A* +tB*) < max(L(A*),L(B*)) +e (2

for some small . Networks that share an initialisation and are trained for a short time satisfy LMC
empirically’'?; networks trained from independent initialisations generally do not, and the segment
between them crosses a barrier of high loss. Because FedAvg with two clients computes precisely the
midpoint of that segment, the absence of LMC manifests as a collapse to a near-random point on the barrier

— in our case, an all-background predictor.

2.3 Curvature-weighted model merging

A growing literature treats parameter averaging as a special case of a broader model-merging family2.
The most directly relevant variant, Fisher-weighted averaging', replaces the uniform average of Equation
(1) by a per-coordinate curvature-weighted average,

k k
N _ Zlk(:lFi( )Wl( )
L Z’,leFi(k)+e

3)

where Fi(k) is the diagonal of the empirical Fisher information of site k at coordinate i, estimated client-side
with one forward and one backward pass on local labelled samples,

k) _1 dlogpy(yIx)\?
F9 % 23, (PO (g

aWi

When the two clients have identical Fisher diagonals, Equation (3) reduces exactly to the uniform mean, so
Fisher merging is a strict generalisation of FedAvg. The link to the natural gradient and to the Laplace
approximation gives it a Bayesian interpretation: each site's posterior over weights is approximated by a
Gaussian centred at wy, with precision F®, and the merged w* is the maximum a posteriori (MAP) estimate
under the product of those posteriors?’??. The use of the Fisher diagonal as a per-parameter importance
score is itself older than the model-merging literature and appears prominently in elastic weight
consolidation for continual learning?. Approaches that align permutation symmetries before averaging —
Git Re-Basin, REPAIR, and optimal-transport fusion™''* — and approaches that find curved low-loss paths
between models are complementary but, in their published forms, less data-efficient and more
architecture-specific than Fisher merging; we therefore make Fisher merge the primary curvature-aware
operator on InlabHealth.

2.4 Related works

Federated learning was introduced to let multiple institutions train a shared model without centralising raw
data, and it has since become the dominant paradigm for privacy-preserving collaborative learning in
healthcare'2. Surveys of the field document a rapid expansion into medical-imaging tasks — segmentation,
classification, and detection across radiology, pathology, and genomics®. Landmark multi-institutional
studies have shown that federated models can approach the accuracy of models trained on centrally pooled
data while every site's images stay behind its own firewall?, and more recent work continues to broaden the
setting — for example, multimodal federated learning that fuses chest radiographs with blood-test
biomarkers for pneumonia detection?’. A parallel and rapidly maturing literature addresses the
organisational side of clinical federations — data governance, accountability, and the heterogeneous
regulatory environments that multinational partnerships must satisfy?. Our work sits within this line: rather
than proposing a new optimiser, we ask what it takes to make standard federated aggregation behave
predictably once the idealised assumptions of the benchmark literature no longer hold.

The technical core of our contribution is closest to the literature on model merging and on the role of
initialisation in federated optimisation. The canonical aggregator, FedAvg®, averages client weights
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coordinate-by-coordinate and implicitly assumes that those weights are mutually comparable — which holds
when all clients descend from a common initialisation but breaks when independently initialised networks
settle in different basins of the loss landscape''?. Federated Matched Averaging aligns neurons across
clients layer-by-layer, matching hidden units with similar feature signatures before averaging rather than
averaging by index?; this is the federated counterpart of the permutation-based re-basin and activation-
repair techniques that our rebasin pathway builds on™". A complementary and especially relevant result is
that simply starting federated training from a shared pre-trained initialisation, instead of from independent
random weights, sharply narrows the gap to centralised training and — crucially for cross-hardware
deployments such as ours — dampens the impact of both data and system heterogeneity?’. Our shared-
initialisation protocol turns exactly this insight into a deployable platform feature, paired with a Fisher-
weighted merge' for the harder case in which a common initialisation is unavailable. Aggregators that
instead correct client drift during optimisation, such as SCAFFOLD™ and FedNova’, target the training
trajectory rather than the post-hoc reconciliation of already-trained checkpoints, and recent empirical
comparisons confirm that the choice of aggregator has a first-order effect on whether a federation converges
at all®. In contrast to these synchronous, stateful optimisers, the asynchronous and semi-asynchronous
federated methods developed for heterogeneous, straggler-prone deployments®’ motivate the schedule-
independent, checkpoint-level reconciliation that InlabHealth provides.

Our empirical substrate is three-dimensional pulmonary nodule segmentation, a clinically important task:
nodule size and growth rate inform lung-cancer screening decisions, and deep-learning analysis of thoracic
computed-tomography imaging for related pulmonary endpoints is an active area in the journal's own
literature®. The Lung Image Database Consortium image collection? provides 1,018 thoracic computed-
tomography scans with annotations from up to four radiologists per scan, which makes it a natural testbed
for studying inter-site variability under a federated split. We use 50% radiologist-consensus masks,
computed with the pylidc consensus utility, as the segmentation ground truth, and train a three-dimensional
SegResNet* via the MONAI framework®'. The segmentation backbone is deliberately conventional: our
contribution is the federation methodology around it, not the network itself, so a well-understood
architecture keeps the experimental variable on the aggregation and initialisation strategies under study.

3. The InlabHealth Platform

InlabHealth is designed around three primary goals derived from interviews with partner institutions: (i)
asynchronous, opt-in participation — each site contributes when its training is ready, without waiting for a
synchronous lockstep round; (i) transparency and reproducibility — the platform exposes in-progress
training states, intermediate checkpoints, training logs, and validation metrics so that any partner can audit
model behaviour, fork at any checkpoint, or download a previously released model; and (iii) privacy by
construction — only parameter tensors and small derivative artefacts (the Fisher diagonal) ever leave a site.
Raw images, masks, and per-patient metadata stay behind the site firewall.

Concretely, the platform is organised around three roles. The first role is the client site: a partner institution
that hosts its own private dataset and its own GPUs, runs its local training loop, and uploads the resulting
model checkpoint together with two small auxiliary artefacts — a Fisher-information block computed client-
side from a few hundred labelled local samples and a provenance block that records which earlier checkpoint
this run started from. In our proof-of-concept the two client sites are half-A (United States) and half-B (Brazil),
each pulling its training data from its disjoint partition of the LIDC-IDRI archive (Section 4).

The second role is the aggregator. It is a server-side service that holds no GPUs, no patient data, and no
model state across rounds — its sole responsibility, on each federation request, is to (i) read the provenance
block of every uploaded checkpoint and produce a single shared-initialisation classification (Section 3.2); (ii)
apply the merge operator the user selected from the platform's user interface — FedAvg per Equation (1)
or Fisher merge per Equation (3); and (iii) release a single merged checkpoint that carries the merged
weights plus a freshly-built provenance block (the merge operator used, the shared-init classification, the
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ancestor identifiers, the source-checkpoint list, and an incremented round counter), so that downstream
consumers can audit how the released model was produced.

The third role is the consumer: any partner site that downloads the released merged checkpoint and either
deploys it directly (single-model inference) or uses it as a warm-start for its own next training round. The
platform itself never executes inference on patient data; clinical evaluation is left to each consumer against
its own held-out test set, as we do in Section 6. A concrete view of these three roles in action — the six
uploaded Lynceus checkpoints, the federation method picker, and the released-model controls — is
reproduced from the InlabHealth user interface in Figure 1 (Section 4.1).

3.1 The aggregator step

For K clients the platform implements two operators. The first is FedAvg in its canonical sample-count
weighted form — the average of Equation (1) using the samples_count field that each site declares on
upload; when those counts are equal (the configuration used in our experiments, where the two halves
contain comparable numbers of training volumes) the operator reduces to the uniform mean w; = 1/2wf* +
1/2wf. The second operator is Fisher merge: the curvature-weighted average of Equation (3), where the
small € stabilises the division when both Fisher entries are numerically zero (for a parameter that neither site
exercises). Crucially, the Fisher diagonal of Equation (4) requires no retraining and no second-order
derivatives: it is one ordinary forward and one backward pass at each site. The two operators have
asymmetric requirements on the uploaded artefact: FedAvg needs only the weight tensors and may accept
either a PyTorch checkpoint or a safetensors file, while Fisher merge requires the embedded Fisher diagonal
and therefore accepts only PyTorch checkpoints that carry the federation block.

3.2 Provenance enforcer (shared-initialisation protocol)

On every aggregation request the platform parses a small federation-provenance block embedded in each
uploaded checkpoint — a parent_checkpoint identifier (the identifier of the checkpoint that this client
warmly started its local training from), a unique checkpoint identifier, and a merge_round counter. The
enforcer compares the parent_checkpoint strings of the selected inputs and emits one of four classifications:
shared (every input declares the same parent_checkpoint identifier), partial (some inputs declare a
parent_checkpoint and some omit it), divergent (every input declares a parent_checkpoint but the identifiers
differ — the canonical FedAvg collapse condition), or missing (no input declares a parent_checkpoint at all).
The check is a literal string-equality comparison on the parent_checkpoint field, not a recursive walk of the
provenance tree; the implication for the experiment in Section 5 is that two checkpoints whose parent
identifiers differ but whose lineage shares an ancestor at a deeper level (for example, Section 5.2's shared-
base-at-finetune regime) will be marked divergent by the enforcer even though they are linearly mode-
connected in practice — we exercise that case deliberately. The classification is written into the released
model's provenance for auditability. In its current form the enforcer warns rather than blocks, which is what
allowed us to deliberately exercise the divergent regime in the experiments below; production deployments
can be configured to refuse divergent FedAvg.

4. Materials and Methods

4.1 The Lynceus segmentation project

The case study used in this work is the Lynceus federated segmentation project, hosted on InlabHealth.
Lynceus is a three-dimensional lung-nodule segmentation pipeline built on the MONAI medical-imaging
framework on top of PyTorch, using a SegResNet backbone with approximately 18.8 million parameters.
The patient cohort is the LIDC-IDRI archive, partitioned at the patient identifier level into two physically disjoint
halves so that no patient ever appears in both halves; this guarantees that any cross-site learning measured
in our experiments is a genuine transfer across the data partition and not memorisation. The two halves are
deployed on different hardware (one NVIDIA A16 with 15 GB of video memory, one NVIDIA Quadro RTX
6000 with 24 GB), exercising the cross-hardware federation pathway that motivates the platform design.
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Each site contributes three checkpoints to the project: a Phase 1 pretrain, a Phase 2 finetune started from
that pretrain, and a second Phase 2 finetune that is warmly started from the partner site's checkpoint. The
federation is therefore organised around six trained models with documented parent relationships, which
are exactly the inputs that the experimental design in Section 5 will combine. Figure 1 shows the corresponding
project page in the InlabHealth user interface: each row is one of the six uploaded checkpoints, with its
participant site, the validation metric used for best-checkpoint selection, the number of training samples,
and an action to enrol the checkpoint into a federation round. The method picker at the top of the table is
the entry point through which the FedAvg and Fisher-merge operators evaluated in this article are invoked.

@@ InLabHealth R2 ® Rafael =

ation on the LIDC-IDRI CT dataset (MONAI + PyTorch, SegResNet with 18.8M params), with

Project

different hardware — half_a on an NVIDIA A16 (15 GB vram) and half_b on a Quadro RTX 6000 (24

GB vram) — modeling realistic cross-hardware federation.

6 2 0
Trainings Participants Artifacts
@ Trainings 52 Participants [ Artifacts > Repository
Method(s) fedavg (naive) fisher_merge rebasin_fisher
Name Framework Best Metric Metric Name Loss Samples Participant
FGCU - Pretrain [ pytorch | 0.2663 dice 0.7466 263 Idecastrosilva l_\H o
INLAB - Finetune from FGCU Finetune [ pytorcn | 0.2294 dice 0.7643 239 rafael.marin ‘_\H w |
INLAB - Finetune from FGCU Pretrain [ pytorch | 0.3130 dice 0.7873 239 rafael.marin [w][®]
INLAB - Finetune [ pytorch | 0.1060 dice 3.2570 239 rafael.marin l_\H |
INLAB - Pretrain [ pytorch | 0.1307 dice 0.9916 266 rafael.marin ‘TH o ‘
FGCU - Finetune [ pytorch | 0.2855 dice 0.7944 238 Idecastrosilva (][]

Figure 1. The Lynceus project as seen on the InlabHealth platform. Trained checkpoints contributed by the two partner
sites (three each), with each model's validation-set best metric, training loss, sample count, contributor, and the
federation-method picker. Best Metric and Loss are validation-set values used only for checkpoint selection; paper-
grade metrics come from a separate held-out test set (Section 6).

4.2 Dataset

We use the LIDC-IDRI archive® (1,018 thoracic CTs with up to four radiologist annotations per scan). All volumes
are resampled to isotropic 1 mm spacing; the segmentation target is the 50% radiologist-consensus mask
computed per nodule via the pylidc consensus utility and clustered into per-nodule connected components.

4.3 Federated split

Patients are partitioned by patient identifier (not by scan) using a fixed-seed split into two physically disjoint
halves of approximately equal size. The two halves never share a patient, so all federation gains in our
experiments are non-trivial transfers across the data partition. Within each half, patients are further divided
into three disjoint subsets: a training pool used for weight updates, an internal validation set used for best-
checkpoint selection during local training, and a 30-volume held-out test set that is never observed during
training or model selection and is reserved for the final paper-grade metrics reported in Section 6.

4.4 Two-phase curriculum

Each half follows the same two-phase curriculum, with the recipe held identical across halves. Phase 1
(pretrain): a SegResNet trained from random initialisation on easy volumes plus negative (no-nodule) cases,
using a DiceFocal loss (no boundary loss), 60 epochs, base learning rate 2 x 107, effective batch size 16,
positive-to-negative patch ratio 1:1. Phase 2 (finetune): the same SegResNet warmly started from the Phase
1 checkpoint, trained on the hard volumes plus the negative cases, using a hybrid loss in which a Hausdorff-
distance-transform term is ramped from 0.15 to 0.25 over the first 5 epochs and added to the DiceFocal
term. Both phases use sliding-window inference at the trainer's patch size, with multi-scale augmentation
(random zoom 0.7-1.4, contrast gamma 0.6—1.5) to cover cross-scanner variation.
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4.5 Cross-hardware setup

The two sites use different GPUs to reflect realistic institutional heterogeneity: half-A (United States) trains
on an NVIDIA A16 with 15 GB of video random-access memory, and half-B (Brazil) trains on an NVIDIA
Quadro RTX 6000 with 24 GB of video random-access memory. Both sites share the same training recipe
(patch size 1123 voxels, FP16 mixed precision, identical loss, learning-rate schedule, augmentation,
threshold, and minimum connected-component size), so the only differences across sites are hardware-level
(peak VRAM 11 GB on the A16, 14 GB on the Quadro RTX 6000 at sliding-window time). Because the recipe
is bit-identical, any difference in the federated outcomes is attributable to the parameter-merge operator
and the parent relationship — not to a confound in local training.

4.6 Federation artefacts

Each finetune checkpoint is augmented with a small federation block before upload. The block contains the
Fisher diagonal computed via Equation (4) over 256 labelled local samples (same DiceFocal loss as training),
serialised as 32-bit floating-point tensors keyed one-to-one with the model's named parameters, alongside
an audit-trail field reporting the number of samples used and the loss name. The Fisher computation never
modifies the weights; it is one forward and one backward pass per batch with the optimiser disabled. Together
with the parent-checkpoint provenance string, this block is what the platform aggregator consumes to produce
the merged model. The merged checkpoint released by the platform carries forward only the weights and
a freshly-built provenance block (see Section 3.2 and Section 5.4); the Fisher diagonal is deliberately not re-
emitted, so each site recomputes it locally from the released model before the next federation round.

5. Experimental Design

The merge experiment is organised as a controlled grid in which only two factors vary: the merge operator
(the mathematical rule the platform uses to combine two checkpoints) and the parent relationship between
the two checkpoints being combined (whether they share a common starting point or not). Every other knob
— patch size, loss function, learning-rate schedule, threshold, post-processing — is held identical to the
values described in Section 4. With two operators and three parent regimes the grid contains six merged
checkpoints; each one is then evaluated on both held-out test sets (one per site), so the grid is more precisely
2 operators x 3 parent regimes x 2 test sets = 12 federated evaluation conditions, plus the non-federated
baselines and reference points described at the end of this section.

5.1 Notation for the six trained checkpoints

Recall from Section 4.1 that each site contributes three checkpoints to the project. We write PT, and PTp
for the two Phase 1 pretrains (one per site, each with its own random initialisation), FT4 and FTy for the
within-site Phase 2 finetunes that start from their own pretrain, and FTg.p, and FTg. 4 for two additional
half-B finetunes that are warmly started from half-A's pretrain and from half-A's finetune respectively. The
arrow notation X « Y should be read as 'checkpoint X was produced by finetuning starting from the weights
of checkpoint Y'. These six checkpoints are the rows of Figure 1.

5.2 The three parent-relationship regimes

Different base (the naive regime). The two checkpoints to be merged are FT, and FT. They descend from
independent random initialisations PT, and PTg, so the shared-initialisation assumption of canonical FedAvg
is deliberately violated. This is the regime in which we expect linear mode connectivity to fail.

Shared base at pretrain. The two checkpoints to be merged are FT, and FTg.p,. Both descend from the
same Phase 1 pretrain PTy, so they enter Phase 2 from a common point in weight space. This is the standard
FedAvg shared-initialisation regime.

Shared base at finetune (deepest shared initialisation). The two checkpoints to be merged are FT, and
FTgp4. Here site B starts its finetune from FT} itself, which is the deepest available common ancestor. The
two parent-checkpoint identifiers stored in the .pth files differ by design (PT, versus FT,), but the relationship
is ancestor-descendant in the provenance tree.
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5.3 The two merge operators applied
For each of the three regimes we apply two operators. The first operator is FedAvg specialised to two clients
with equal sample weighting, which from Equation (1) reduces to the uniform mean

I S ) wi+1/2wf (5)

2

The second operator is Fisher merge specialised to two clients, which from Equation (3) becomes a per-
coordinate curvature-weighted average,

) A A, B, B
*Fisher _ F{ Wi +F wj (6)

i FA+FP+e

where F/ and Ff are the per-coordinate diagonal Fisher entries computed locally at each site via Equation
(4), and € stabilises the division for parameters that neither site exercises. Note that when the two Fisher
diagonals are equal everywhere, Equation (6) reduces to Equation (5) — so Fisher merge is a strict
generalisation of FedAvg, not a separate family of methods.

5.4 Evaluation conditions

Each of the six merged checkpoints — three parent regimes x two operators — is evaluated by sliding-
window inference on the held-out test set of each half (overlap 0.75, threshold 0.3, minimum connected
component 20 voxels). Because there are two held-out test sets (one for half-A, one for half-B) and each
merged model is run on both, the merge experiment proper yields 3 x 2 x 2 = 12 evaluation conditions:
three parent regimes, two operators, and two test sets. Around these twelve federated conditions we place
ten reference conditions for calibration: each site's own pretrain on its own test set (two conditions); each
site's within-site finetune on its own test set (two); each site's finetune used as a cross-site out-of-distribution
predictor on the partner's test set (two); the two warm-start federation models evaluated on half-B's test set
(two); and a probability-space ensemble of both site finetunes evaluated on each test set (two more).
Together with the twelve federated conditions this gives the 22 evaluation rows reported in Table 1.

5.5 Metrics

We report mean Dice score, mean and median 95th-percentile Hausdorff distance (HD95, in millimetres; computed
only over test volumes that contain a ground-truth nodule), and mean precision and recall, all aggregated
per condition. The Dice score between a predicted mask P and the ground-truth mask G is defined as

(7)

2|PNG|

Dice(P,G) = PTIG]

and HD95 is the 95th percentile of the bidirectional surface distance between P and G.

6. Results

Before reporting numbers we underline how they should be read. The purpose of this proof-of-concept is
to validate the InlabHealth platform under realistic federated conditions and to characterise the behaviour
of two parameter-merge operators across three parent-initialisation regimes. The segmentation network and
the data partition were chosen to exercise these federated pathways, not to optimise for clinical deployment.
Accordingly, the absolute Dice scores reported below should be interpreted as evidence that the federated
workflows produce learning behaviour consistent with the underlying theory — they are not a clinical-grade
benchmark of lung-nodule segmentation, and a deployment-ready model would require longer training,
additional data sources, and an independent clinical evaluation outside the scope of the present article.
With this framing in mind, the results below isolate exactly the platform-level effects we set out to measure.

6.1 Baselines and federated warm-start

Table 1 shows the headline numbers (mean Dice, mean HD95) for every evaluated condition. The pretrain
on half-A reaches Dice 0.262 on A test — the highest single number in the whole table — while the pretrain
on half-B reaches only Dice 0.037 on B test, an approximately seven-fold gap that quantifies the cost of
training half-B without any cross-site signal. The within-site finetunes are 0.196 (A on A) and 0.101 (B on B);
the cross-site out-of-distribution floor (A model on B test) is 0.196. The two federated warm-start conditions
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— in which half-B is finetuned starting from half-A's pretrain or half-A's finetune — both reach Dice 0.22 on
B test, a +0.12 lift over half-B's own finetune. This is, to our knowledge, the strongest within-protocol
federated number obtainable here without parameter merging, and it sets the practical reference for the
merged conditions that follow.

Table 1. Headline test-set metrics for all 22 conditions. Mean Dice and 95th-percentile Hausdorff distance
(HD95, in millimetres) per condition over each held-out test set (N = 30 volumes). HD95 is computed only
on volumes that contain a ground-truth nodule. Naive federated averaging collapses to zero; shared-

initialisation and Fisher-merge variants recover.

Dice (mean *

HD95 mean

Median

Group Condition sD) (mm) HD95 (mm) Precision Recall
Phase 1 baseline Pretrain A/ A 0.262 = 0.277 196.1 209.6 0.413 0.401
Phase 1 baseline Pretrain B/ B 0.036 = 0.061 242.5 234.9 0.027 0.404
Within-site Finetune A/ A 0.196 = 0.275 135.8 142.1 0.512 0.199
Within-site Finetune B/ B 0.101 = 0.144 197.7 199.1 0.125 0.224
Cross-site OOD Finetune A/ B 0.196 £ 0.225 198.4 198.1 0.554 0.200
Cross-site OOD Finetune B/ A 0.082 £ 0.152 176.3 166.2 0.098 0.171
Federated warm- Finetune = B 551+ 0.245 220.2 211.6 0487 0249
start Pretrain A/ B

Federated warm- Finetune = B 7194 0.239 204.2 204.1 0.547  0.233
start Finetune A/ B

FedAvg naive FedAvg naive / A 0.000 = 0.000 n/a n/a 0.000 0.000
FedAvg naive FedAvg naive / B 0.000 = 0.000 n/a n/a n/a 0.000
FedAvg  FedAvg . 0.228 + 0.286 160.3 189.8 0.522 0.239
shared@pretrain shared@pretrain / A

FedAvg  FedAvg . 0.212 = 0.235 218.0 204.5 0.512 0.230
shared@pretrain shared@pretrain / B

FedAvg FedAvg

shared@finetune shared@finetune / A 0.217 = 0.281 166.0 189.9 0-508 0.233
FedAvg FedAvg

shared@finetune shared@finetune / B 0.211=0.233 208.7 204.6 0.538 0.223
Fisher naive Fisher merge / A 0.196 + 0.262 149.6 172.3 0.518 0.195
Fisher naive Fisher merge / B 0.186 = 0.221 213.5 205.4 0.520 0.191
Fisher Fisher

shared@pretrain shared@pretrain / A 0.218 = 0.281 175.1 202.0 0.509 0.228
Fisher Fisher

shared@pretrain shared@pretrain / B 0.209 = 0.233 207.8 198.5 0.522 0.223
Fisher Fisher

shared@finetune shared@finetune / A 0.207=0.278 1554 1455 0-501 0-212
Fisher Fisher

shared@finetune shared@finetune / B 0.204 = 0.229 207.3 199.7 0-549 0-211
Ensemble Ensemble (A,B) / A 0.174 £ 0.256 167.9 160.5 0.418 0.201
Ensemble Ensemble (A,B) / B 0.203 = 0.219 202.8 202.0 0.447 0.216

6.2 Naive federated averaging collapses under independent initialisations

For naive FedAvg — the pair FT, + FTg from independent initialisations — both test sets return a mean Dice
of 0.000 = 0.000 and zero predicted nodule voxels on every one of the 60 test volumes, including large,
clinically obvious nodules (Table 1; flat-zero bars in Figure 2). The collapse is a clean degenerate zero rather
than noisy degradation. By recomputing the FedAvg checkpoint on the platform and on a local key-wise
weighted-mean utility, we verified that the merged state dictionary equals 1/2w4 + 1/2w® to within one
fp16 unit in the last place, ruling out an aggregator bug. The synthetic-input nodule-channel probability for
the merged model is at most 0.13 on noise, zeros, and constant-valued inputs (compared with the post-threshold
of 0.3), confirming that the classifier head saturates to background for any input. SegResNet uses GroupNorm
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rather than BatchNorm, so the failure is not the well-known BatchNorm-statistics pathology — it is purely a
loss-basin divergence. The collapse exactly matches the prediction of linear-mode-connectivity theory''%:
averaging the weights of networks that did not share initialisation crosses a high-loss barrier between basins.

ean Dice 'acruss the held-out test S]Ets
i

Mea
within-site baseline Cross-site 0OD Federated warm-sta FedAvg (uniform mean) B Fisher (curvature-weighted) — mmm Ensemble (two-model)
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Figure 2. Mean Dice by evaluation condition on each held-out test set. Top: half-A (ten conditions). Bottom: half-B
(twelve, including the two warm-start configurations specific to half-B). Naive federated averaging is flat at zero; both
shared-initialisation variants and all three Fisher-merge variants recover.

6.3 Shared initialisation recovers federated averaging monotonically

When the same parameter-mean operator is applied to a pair that shares a pretrain — FT; + FTgps —
FedAvg goes from Dice 0.000 to 0.228 on A test and 0.212 on B test. The deepest shared initialisation
available, FT, + FTg_pa, gives Dice 0.217 on A and 0.212 on B. The monotonicity naive (0.000) «
shared@pretrain (~ 0.22) < shared@finetune (= 0.22) is the empirical evidence of the mechanism: the
recovery of FedAvg scales with the depth of the shared initialisation, exactly as Equation (2) predicts when
LMC holds for in-basin pairs and fails for cross-basin pairs.

6.4 Fisher merge rescues the different-base case

The headline of the merge experiment is in Figure 3: applying the Fisher-weighted operator of Equation (3)
to the same different-base pair that destroys FedAvg recovers Dice 0.196 on A test and 0.186 on B test —
a swing of +0.19 Dice on a baseline of 0.00, and approximately equal to the within-site finetune. The two
shared-initialisation Fisher merges reach Dice 0.218 and 0.209 (shared@pretrain) and 0.207 and 0.204
(shared@finetune). Two read-outs follow.

Operator by parent-relationship contrast — half-B test

0.30 1
~ 0.25 1
o
A SO
= 0.20 F========== - Warm-start B from Pretrain A = 0.221
o : Ensemble of A & B (two-model) = 0.203
g Own Finetune B = 0.101
D 915 - FedAvg (uniform mean)
S Fisher merge (curvature-weighted)
g
A 0.10

0.05 1

0.000
0.00
Different Shared base Shared base

base @ pretrain @ finetune

Figure 3. Operator by parent-relationship contrast on half-B's test set. Federated averaging (amber) versus Fisher merge
(green) across the three parent regimes. Horizontal references: sequential warm-start (top), two-model ensemble of A
and B (middle), and own half-B finetune as a floor.
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First, Fisher recovers the basin-divergence failure of naive averaging. Equation (3) reweights each coordinate
by the curvature of each site's local loss, so a coordinate that is well-determined by one site and uncertain
by the other is dominated by the well-determined site rather than averaged at the midpoint. Geometrically,
the merged point is shifted off the midpoint toward the basin in which the relevant coordinate has high
curvature, away from the barrier. The fact that this recovers the model rather than merely improving it is
consistent with the Bayesian product-of-Gaussians interpretation of Equation (3): under independent
initialisations the two posteriors are nearly disjoint, but their product still has a well-defined maximum which
is, by construction, located inside one of the two basins rather than between them.

Second, the within-operator monotonicity is weaker for Fisher than for FedAvg. The shared-initialisation
Fisher merges are only marginally better than the different-base Fisher merge (+0.02 to +0.03 Dice). We
read this as evidence that Fisher merging already performs much of the work that the shared-initialisation
protocol does for FedAvg — specifically, it picks a per-coordinate winner instead of relying on the entire
weight vector being LMC. The shared-initialisation protocol remains the recommended deployment strategy
for FedAvg, but in cross-institutional settings where shared initialisation is operationally infeasible, Fisher
merge provides a fallback that produces a usable model from the same artefacts the platform already has.

6.5 Reference conditions

For context, the probability-space ensemble of the two intact site models reaches Dice 0.174 on the A test
set and 0.203 on the B test set — an efficiency-cost ceiling that the parameter-merge family approaches but
does not exceed. Both site checkpoints are available to project participants on InlabHealth (the platform
exposes uploaded trainings transparently within a project), so an ensemble deployment is not blocked by
access; it is, however, twice as expensive at inference time as a single merged model (two forward passes,
two checkpoints to host) and is therefore reported here as a reference rather than as the recommended
deployment configuration. The federated warm-start — in which half-B is sequentially finetuned starting
from half-A's checkpoint — reaches Dice 0.221 on the B test set, and the Fisher-weighted merge with shared
initialisation reaches the same neighbourhood at a single-model deployment cost.

7. Discussion

7.1 Mechanistic explanation

The merge experiment summarised in Figure 3 is consistent with a single mechanistic model. The loss
landscape of a sufficiently large network has multiple basins of comparable depth, equivalent under
permutations of internal neurons. Stochastic gradient descent from a given initialisation falls into the nearest
basin and stays there; networks that share an initialisation therefore land in the same basin and are linearly
mode connected, while networks that do not, generically do not. Naive parameter averaging assumes that
the line between two trained models lies in a low-loss region, and is correct exactly when LMC holds. Fisher
merging, by contrast, does not interpolate at all in the geometric sense; it picks per-coordinate maxima of
the Gaussian product of two posterior approximations, and so it is robust to the absence of LMC — albeit
at the cost of a small Fisher computation per round.

We emphasise that this mechanistic story is not new: every ingredient (linear mode connectivity, basin
geometry, Fisher-weighted merging) is well established in the model-merging literature' 2417, The
contribution of the present case study is to show, in a realistic medical-imaging federation across two
universities, two countries, and two heterogeneous compute environments, that (a) the failure mode actually
occurs when one does not engineer for it, with consequences (Dice zero on every test volume) that are not
silently safe; (b) the published remedies actually work as predicted on a held-out test set rather than on
benchmark splits used during method development; and (c) the level of platform infrastructure required to
make the remedies available to non-expert collaborators — provenance tracking, shared-initialisation
classification, and validated Fisher-diagonal upload — is modest enough that it can be folded into a routine
training pipeline without disrupting the local-training loop.
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7.2 Practical implications for medical federated learning

For institutions that can synchronise on a global pretrain checkpoint per round, the strict shared-initialisation
protocol described in Section 3.2 adds no client-side computation and no communication overhead beyond
the weight tensors themselves, and yields the lowest run-to-run variance across federation rounds; FedAvg
recovers monotonically with the depth of the shared initialisation, and curvature weighting offers only a
marginal improvement once shared initialisation is in place. For partnerships that cannot synchronise —
different on-call rotations, different institutional review boards, different patient cohorts joining months apart
— the Fisher-weighted merge is the strictly safer aggregator: it requires no schedule coordination, costs
one forward-and-backward pass per round at each site, and recovers a usable model in the regime that
destroys FedAvg. These deployment patterns belong to the broader transition from volume-based to value-
based radiology, in which clinical artificial intelligence tools are judged by their fit to multi-institutional
workflow as much as by their raw benchmark performance®.

7.3 The role of the platform

Both remedies require platform-level support to deploy safely. The shared-initialisation protocol requires
the platform to track parent-checkpoint provenance and to expose that provenance to the aggregator step
(the InlabHealth shared-initialisation enforcer, Section 3.2). Fisher merging requires the platform to accept
and validate the Fisher-diagonal artefact under a strict contract: key and shape compatibility with the model
parameters, 32-bit floating-point data type, computed with the training-time loss. InlabHealth implements
both, and we believe these two pieces of infrastructure are the missing primitives for productionising
healthcare federated learning beyond a single laboratory.

7.4 Governance and accountability

Provenance-aware aggregation and curvature-weighted merging address the technical half of cross-
institutional federation; the operational half is governance — explicit policies for who may join a federation,
who may download which checkpoints, how disagreements about merged-model performance are arbitrated,
and how the audit trail of each released model is preserved. A recent scoping review of federated-learning
governance in healthcare? identified that this dimension is underdeveloped in current research: most published
studies in medical imaging focus on algorithms and only a small fraction articulate the governance mechanisms
that would let the resulting models cross institutional and jurisdictional boundaries safely. InlabHealth's transparent
in-project visibility of every uploaded artefact, paired with the explicit provenance block embedded in every
released checkpoint (Section 3.2), is a concrete step in this direction. The operational layer — consent at the
patient level, contractual obligations between participating institutions, and mechanisms for de-enrolment
after a federation has begun — remains an organisational question outside the scope of the present work,
but it is exactly the question that determines whether a working algorithm is allowed to leave the laboratory.

7.5 Extensions to other imaging modalities and tasks

Although the present proof-of-concept is three-dimensional computed-tomography segmentation of
pulmonary nodules, both the shared-initialisation protocol and the Fisher-weighted aggregator are
architecture-agnostic and modality-agnostic. Recent collaborative work has applied federated learning to
multimodal chest-imaging tasks that combine radiographs with non-imaging clinical data such as blood-test
biomarkers*; the same mechanism studied here — basin alignment via shared initialisation, curvature-
weighted aggregation when alignment is not available — should transfer with no algorithmic change to
those settings. We expect Fisher merging to deliver the largest relative benefit on tasks where individual
sites have specialised on disjoint slices of the feature space (different scanner manufacturers, different
demographic distributions, different acquisition protocols), because the curvature weights then differ most
across sites; quantifying that benefit on a larger cross-modality, many-site federation is a natural next step
that InlabHealth's transparent-by-construction artefact model is designed to support.

Medical Research Archives | https://doi.org/10.18103/mra.2026.0333 13



https://doi.org/10.18103/mra.2026.03

THE EUROPEAN SOCIETY OF MEDICINE

8. Limitations and Future Work

One architecture, one task. Our case study covers a single architecture (three-dimensional SegResNet) and
a single segmentation task. The mechanistic story is generic but the quantitative numbers will not generalise
without testing in other architectures and tasks. The platform is architecture-agnostic.

Permutation-aware merging (rebasin-Fisher) out of scope. A natural extension is to align permutation
symmetries before Fisher merging''. The InlabHealth federation artefact does include a permutation-
specification field for this, but a correct specification for SegResNet requires careful handling of skip-
connection slicing in U-Net-like architectures, and we leave its empirical evaluation to a future article. We
expect rebasin to further close the gap between merging and ensembling, but the headline of the present
article — that Fisher merge alone rescues the FedAvg collapse — does not depend on rebasin.

Two-site federation. The proof-of-concept involves exactly two sites. The mathematical generalisation of Equations
(1) and (3) to K sites is immediate; we expect the qualitative findings (FedAvg collapses without shared initialisation;
Fisher merge is more forgiving) to hold for larger federations, but we have not empirically tested this.

9. Conclusions

We presented InlabHealth, a federated training platform for medical artificial intelligence, and a binational
proof-of-concept that trained a pulmonary-nodule segmentation model across universities in the United
States and Brazil with no exchange of raw patient data. Our experiments establish three concrete points.
First, naive FedAvg can fail catastrophically and silently when the merged site models are not in the same
loss basin — in our experiment, every prediction collapses to background. Second, the failure is fully
explained by the absence of linear mode connectivity, and is fully avoided by enforcing a shared-initialisation
protocol at the platform level, with a monotonic recovery as the depth of the shared initialisation increases.
Third, when shared initialisation cannot be enforced operationally, a Fisher-weighted merge — a one-pass,
data-efficient client-side computation — recovers a usable model from precisely the inputs that destroy
naive FedAvg, and gives institutions a deployment-realistic fallback.

We believe the combination of provenance-aware shared-initialisation enforcement and curvature-weighted
aggregation, both as platform-level primitives, is what is required to take medical federated learning from
the laboratory to a real cross-institutional collaboration.
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